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Chapter 5: Policy-based RL
(continued)



The REINFORCE algorithm

1. Initialize 𝜃!
2. For iteration t = 0,…,T

1) Run 𝜋"! and collect trajectories 𝜏#, … , 𝜏$
2) Estimate the PG by

3) Do SGD update 𝜃%&# = 𝜃% + 𝛼%𝑔%
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The REINFORCE algorithm

• Pros:
üConvergence
üConceptually simple

• Cons:
vOnly works with stochastic policies
vOn-policy -> Sample inefficient

vHigh Variance 𝔼 𝑔! − ∇"𝐽 𝜋" #
#



High Variance

• 𝔼 𝑔% − ∇"𝐽 𝜋" '
'

can be up to 1 − 𝛾 (.

<latexit sha1_base64="XYMbudRSXE7bvBXJV3KCqbZJ3VQ="></latexit>

gt =
1

n

nX

i=1

" 1X

h=0

r✓ log ⇡(ai;h|si;h)R(⌧i)

#



Reducing Variance

• Key Observation:

• Therefore,
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Reducing Variance

• A “good” baseline: 𝑏 𝑠 = 𝑉)" 𝑠 .
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Advantage function: 𝐴! 𝑠, 𝑎 = 𝑄! 𝑠, 𝑎 − 𝑉! 𝑠



Reducing Variance

• Sure, but how do we estimate 𝐴)"(𝑠, 𝑎)?

• Estimate 𝑉)" 𝑠 using TD-learning.

• Then,

• This is the so-called Advantage Actor-Critic (A2C) algorithm.
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The A2C algorithm

1. Initialize 𝜃!
2. For iteration t = 0,…,T

1) Run 𝜋"! and collect trajectories 𝜏#, … , 𝜏$

2) Update Critic:

3) Estimate the PG by

4) Do SGD update 𝜃%&# = 𝜃% + 𝛼%𝑔%

<latexit sha1_base64="EMwug5GeG5eLfe4he/7+4vsDVJk="></latexit>

V̂ = argmin
f

NX

i=1

HX

h=1

⇥
f(si;h)� (ri;h + �ri;h+1 + �2ri;h+2 + ...+)

⇤2

<latexit sha1_base64="nXxj/IWbwifewTZUTnrOsp4rEtg="></latexit>

gt =
1

n

nX

i=1

" 1X

h=0

r✓ log ⇡(ai;h|si;h)(R(si;h, ai;h)� V̂ (si;h))

#



The A2C algorithm

• Pros:
üConvergence
üConceptually simple
üLow PG Variance

• Cons:
vOnly works with stochastic policies
vOn-policy -> Sample inefficient
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Can we make use of off-policy data?



IS-based Off-Policy Policy Gradient
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Exponentially large -> blows up the variance



The IS-PG algorithm

• Pros:
üConvergence
üConceptually simple
üLow PG Variance
üCan be off-policy

• Cons:
vOnly works with stochastic policies



Deterministic Policy Gradient Theorem

• Deterministic Policy: a = 𝜋" 𝑠

• Deterministic Policy Gradient Theorem
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Deterministic Policy Gradient Theorem

• How to learn 𝑄)"?

• For stochastic policies:

• For deterministic policies:

• Can do off-policy learning!



Deep Determinisitic Policy Gradient (DDPG)

technically wrong


